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1 
Scope

This document describes a range of governance issues relating to the provision of common framework data via network services (including both on-demand and online distribution models). Framework data may be defined as “the set of continuous and fully integrated geospatial data that provide context and reference information for the country. Framework data are expected to be widely used and generally applicable, either underpinning or enabling most geospatial applications” 

Provision of reusable data access services is a fundamental component of Spatial Data Infrastructures, but itself is a special case of the broader problem of re-use of resources. This document should therefore be seen as part of a broader SDI governance strategy, but nevertheless addresses issues of critical importance to the end user of SDIs as well as the implementers and managers. Many other aspects of SDI governance will be subsumed behind the basic delivery of data to end users.
This is a “white paper” – and does not represent a rigorous literature review, but rather a quick assessment of best practices drawn from existing initiatives. This document was prepared to assist in the development of a design for an extensible set of framework data sets for water resources monitoring and reporting, but has been explicitly generalised to support identification of key process and infrastructure improvements required.
2 Approach

This document assumes the delivery of a range of framework data sets that will be broadly used by a community. Reuse of data provides efficiencies to the system as a whole, but the more stringent requirements relate to provision of a point-of-truth, or authority, to support integration of data across related domains.  

A key requirement for the framework data concept is improving interoperability between products in a domain (eg common use of rivers and catchments in the water domain to ensure certain relationships can be exploited). In the more general case of building a Spatial Data Infrastructure, the usage and integration requirements are not necessarily known in advance, and the goal is to commodity the data access process to minimise burdens on both supplier and consumer to understand the nature of the data.

In either case, the challenge is to create a minimal set of business-oriented “contracts” about the behaviour (specification) of each data set. These “contracts” must enable a provider to plan and resource delivery, and a user to make the business decision to use that data directly or indirectly rather than maintain a separate data set.  This does not preclude automated data replication, or propagation of updates from the field, but it should preclude separate data creation activities that cannot be reconciled.
The issues that affect such business decisions are many, as shall be seen, and effective technical governance thus means the publication of a set of description elements for each aspect of data provisioning, such as access arrangements, accuracy standards, feedback mechanisms, data model etc. Only when a new arrangement is required should this set of option be extended, by mutual agreement of a community (provider and consumer) that these arrangements are different.  In this way the system can avoid the unmanageable complexity of per-instance ad-hoc descriptions, which prove to be incomplete or untrustworthy in practice.

A checklist approach (and possibly process-flow) is suggested below to make this governance approach unambiguous and easy to follow.
3 Implementation Process
The process for designing and implementing a framework data set is presented as a simplified checklist: 
· Document key Use Cases (using templates) to identify initial stakeholders (these may be regarded as “success criteria”); 

· Pay particular attention to any assumptions about meaning, identifiers or vocabularies, and the actors involved in defining these;
· If possible, establish commitment and/or criteria for adoption of data service by one or more key stakeholders;

· Choose an appropriate authority model and establish responsibilities accordingly (this may require further development of the entire design, but once such models become more familiar this can be done by agreement at initiation phase);

· Choose an appropriate provisioning model (initial);

· Identify any references to data sets and data models managed by externally governed processes;
· Design Data Model using a methodology common to the community of practice (e.g. INSPIRE guidelines, UNSDI adopted policy
);
· Establish or select necessary infrastructure to manage identifier assignment and vocabularies required;

· Create reference implementations of data products using available technologies;

· Publish Data Product Specification, binding data model, domain vocabularies and business aspects;

Key dependencies between elements of the process may also be illustrated diagrammatically:
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The highlighted processes indicate areas where a “Spatial Data Infrastructure” concept is critical to provide a common set of resources to ensure interoperability between data sets (including between related framework data sets and also clients of the framework data, such as water flow models using a hydrologic network).

4 Data Product Specification

A framework data set requires a robust specification of many aspects of the data, from structure to data management processes. The Data Product Specification (DPS), (as defined by the high-level standard ISO 19131 “Data Product Specifications”), should encompass the vast majority of metadata that would apply to the data set as a whole, any management units by which the data set is partitioned, services used to distribute the data set or support update transactions (“operations”), feature level and even attribute level metadata. 
With an appropriate DPS it should be possible to create a per-instance metadata record that allows each feature to be fully assessed, and candidate updates generated from the field if required. In practice this means that much of the per-feature metadata is actually managed as part of the DPS, with specific feature attributes, or related metadata objects that refer to individual features, published as a capability of the data provisioning.

This in turn provides a straightforward design constraint on framework data sets: 

Framework data itself must contain any necessary feature and attribute level metadata not published in a machine-readable format in the Data Product Specification.

5 Registers

The development of a data model, and a Data Product Specification, requires specification of many aspects of the data, and many of these aspects will be largely common across a range of framework and application data, such as positional accuracy, update cycles, identifier management, vocabularies etc.
Numerous, typically re-usable, artefacts are required to specify a data product and instances within conformant data sets.  These artefacts need to be designed, and registers established to manage and make them available for referencing, discovery and use. 
Depending on the deployment environment for framework data sets, a governance model is required to specify exactly what registers to use, what format the metadata will be in and the process for publishing. 
This governance model will itself contain profiles of a general governance model for each different resource type, including framework data sets and metadata artefacts. For example, a centralised governance model may be required for web service types, and a distributed governance model for deployment of instances of these. 
The key issue to reinforce at this stage is that any framework data set is going to require the support of many registered artefacts to realise its reusability, and especially so in order to safely delegate maintenance.  This in turn requires effective technical governance to be supported by a deployed registry infrastructure.
The lack of such a registry infrastructure may be seen as a contributing factor to the current difficulties in defining and managing framework data sets in a consistent way.

6 Authority Models

Establishment of the “point of truth” for the representation of each specific real-world feature is a key requirement of each data set, and for framework data sets that span multiple jurisdictions and scales of usage this becomes a critical matter.  
The authority behind a feature definition is a different matter to the point of access, provided that the point of truth can be determined there may be multiple copies of the feature available at different nodes in the network. 

Propagation rules, version identification and ability to validate against the point of truth are all issues that affect any distribution model.
For a given feature it is conceivable that authority may vary across different characteristic attributes, and this needs further work to explore the implications.

It is proposed that a small number of authority models are developed, with explicit governance processes suitable for each, and the establishment of a reusable framework data set requires subscription to one of these models.  Different data sets may use different models.
An initial analysis of existing models suggests the following alternatives:

6.1 Centralised Data Management

In this model, a centralised data management capability is established and the point-of-truth for features are records within a repository at a single, central location.  The exact nature of the update process can vary, from one-off creation processes such as digitisation, to ongoing programs of capture and update, or even receiving updates from a user community.
6.2 Delegated Data Management

In this model, a common data product specification is developed and explicit delegation of authority for coherent subsets of the data set is made. A centralised body must maintain a register of delegated authorities, and typically the ability to advise users of the location of the data. No central copy is maintained as an authoritative source, though a convenience cache can be maintained to assist others in collating data. The critical issue is that once delegated, data updates can be fully automated to any central repository, and transparent metadata about original source and currency of the collection is available.
6.3 Harmonised Collation
In this model, a centralised collated data set is managed, and the authority at the centre undertakes some set of processes to harmonise data from sources, and publish a single representation which can have an independent authority from the original sources. This model describes typical “data warehouse” arrangements, and often suffers heavily from the opacity of the processes and difficulty in maintaining currency when the data warehouse is not the natural authority for the data and does not in fact undertake data creation.

6.4 Distributed Data Management 
In a fully distributed data management model, the decision about authority is left to some mechanism built into the data management facilities. In the extreme case, each body manages its own concept of data model, vocabulary, business rules, structure, update cycle. This is obviously a recipe for chaos, but is also an accurate description of the status quo for many data sets.

7 Identifiers
Management of identifiers is a significant issue in its own right, and typically requires strong governance and automation tools to achieve this.  

Governance of identifiers should be specified as a series of possible models to be documented in separate specifications. At this stage it is not clear whether framework data sets can successfully or optimally use alternative models or if a single model should be preferred.

Different identifier schemes include:

· UUIDs

· Hierarchical URNs
, based on delegation  eg: urn:org:role:resourcetype: 

· Org_code + sequence number  (e.g. ANZ01020031,  where ANZ01 is the state of New South Wales (NSW), Australia and the trailing number is managed by the jurisdiction of NSW)
· Carrying around a qualified two-part id at all times.

· Creating an identifier scheme based on some immutable physical characteristic, such as hydrologic networks.

Each option has specific challenges, and different communities have adopted different solutions. 

Further work is required to determine the pros and cons of different schemes, against the Use Cases for management, provisioning and maintenance of framework data sets.
8 Provisioning Models

Provisioning, or serving, framework data sets to a broad community brings into play many issues regarding security and engineering robustness of the system. Without going into details of each model, it would appear that any given implementation should be able to choose from a suitable provisioning model and inherit an appropriate, tested, governance regime.
A priori, the following provisioning models may be identified, and these are not necessarily mutually exclusive.
8.1 Distributed Point of Truth

In this the point of truth is delegated to a service, rather than being available from a central authority. The services exposed to end users are officially the point of truth for the data.

8.2 Single Data Warehouse

In this model a centralised data warehouse is used to support query and access across the entire data set, and all users must connect to this central location to access data. Simple to administer but introduces network performance dependencies between sub-networks – e.g. between nations. Also creates a single point of failure.

8.3 Horizontal Partitioned Warehouse - organised by Authority
In this model, data is accessible from distributed sources organised by authority – i.e. data is held close to the data management function.

8.4 Horizontal Partitioned Warehouse - organised by Network Access
In this model data is accessible from nodes that do no necessarily represent the underlying data management breakdown – for example all data for Australia is available from a single node, including data managed by global satellite operators and local councils.  This is very similar to the Partitioning By Authority model, except that data is held close to the use, not the management function.

8.5 Strong Forward Cache

A “strong forward cache” architecture allows distribution nodes to be created in multiple places, where automated update from distributed points of truth can be invoked in a controlled fashion and data provisioning issues dealt with on a per-user community basis. This approach combines the Distributed Point of Truth with the advantages of a small number of data warehouses with high-availability capabilities.
8.6 Federated, Cached

A single point of access despatches queries to multiple services, horizontally or vertically partitioned, with or without redundancy, and the results cached. Subsequent invocations may use the cache if it is possible to compare the units of caching with the requested extent of data.

NB 
This model was implement in a pilot by the Canadian Geospatial Data Infrastructure.

8.7 Multiple redundant services – collated data

Any model that collates a data set and makes it available from a single access point can still provide multiple redundant access points.  Synchronised data bases and registries (e.g. UDDI) exhibit this behaviour. This is model is likely to be required for robustness, but will inherit governance issues from the underlying collation model.

8.8 Multiple redundant services – horizontally partitioned

It is possible to support access and redundancy at a local scale, and this model is likely to be required for very high load applications.
9 Best Practices

This discussion paper is not intended to provide a formal review of relevant practices, but rather to capture essential learnings from an ongoing exposure to such practices.  
Many organisations have published governance specifications for data sets, for example http://www.geobase.ca/geobase/en/data/nhn/implementation.html for one aspect, however there is little in the way of commonality of approach in the way these governance aspects are documented. 
The ISO 19000 standards framework aims to encapsulate best practice, and the ISO19131 Data Product Specification seems a robust starting point, and will form the basis of the EU INSPIRE implementing rules. There is, as yet, little guidance about the practical aspects of how to realise “machine readable” elements of an ISO 19131 based specification. 
A meta-model for data set governance, with an audit methodology for undertaking an inventory of best practices against these aspects would be useful, but at the time of writing no such work has been located.
It is highly recommended that the INSPIRE implementing guidelines process is carefully reviewed, recognising that it is limited in scope to a particular set of circumstances, and may not be applicable to all cases. In particular, INSPIRE is predicated on integrating existing datasets, and not providing a technical or governance pattern for the creation or remediation of new data sets.

� Rob Atkinson is currently working with CSIRO Australia, and intends to further this work and publish formally, but please this is not an official CSIRO publication.


� Canadian Geospatial Data Infrastructure





� This is a dependency on a common set of policies and aspects of a common implementation architecture.





� As in US EPA “system of Registries” approach.  


� This may mean developing or refining technologies to achieve this





� “Universally Unique Identifier”, Internet RFC 4122, July 2005.


� Uniform Resource Name”,  Internet RFC 2141, May 1997


� http://cgdi.gc.ca/en/aboutGeo/projects/id=488
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